Petiensus Ha BBITyCKHYIO KBATH(DUKAITMOHHYIO PabOTy
“PacnapamnemmuBanue na GPGPU ¢unstpoB Forward u Backward-Forward B 3agaue
MIOMCKA TOMOJIOTOB T€HOB CKPBITHIMA MapKOBCKUMH MOJIEIISIMUA™
Tapacenko Hukurtsl JIMuTpreBrya

PaGora siBisieTCs MOMBITKON YCKOPEHUS YacTH aJITOPUTMOB, BXOJISIINX B MTAKET MIPOrpaMM
HMMer no moucky romojoroB B IENOYKaxX OEIKOB W T'€HOB C HCIIOJIb30BAHUEM CKPBITHIX
MapKOBCKUX Mojejeil. AKTyaJlbHOCTh YCKOPEHHS IMOHMCKa IOCJIEN0BATENbHOCTEH B LIEMOYKax
0o0yCIIOBJIEHa  MOCTOSSHHBIM ~ POCTOM  MHOroooOpasus u  0a3bl  JaHHBIX  U3BECTHBIX
MOCIIE0BATEIbHOCTEHN, YTO BEAET K HEJIMHEHHOMY pOCTY BpeMeHH, TpeOyeMoMy JUisl aHaiIu3a
LETIOYEK.

ABTOp cTaBHMJ LENbI0 pa3paboTaTh MOJENb ONTHMHU3AIMU alropuTMmoB “Forward” u
“Forward-Backward”, mmpoko wucnons3ytomuxcs B HMMer, a Takxke cunenate GPGPU
peamuzanuio 3tux anroputmoB Ha apxutekrype NVIDIA CUDA wu cpaBHHUTH peanu3aiuio
CYLIECTBYIOILMMH aHAIOI'aMHU.

Peanm3anusi yka3aHHBIX aJTOPUTMOB ObLla BBINIOJHEHAa aBTOPOM B CYIIECTBYIOIIEM
npoekre CUDAMPF, kotoperii npusBan yckoputh pabotry HMMer nmytem nepeHoca dactu
anroputMoB Ha CUDA, Ho He comepxxutr CUDA Bepcuu anropurmon “Forward” u “Forward-
Backward”.

B xon1e paboThI peAcTaBiIeHo cpaBHEeHUE BpeMeH padoTsl anroputMoB B CUDAMPF nHa
rpadguyeckoMm mporeccope, 1 ux BapuantoB u3 HMMer Ha neHTpansHOM mporeccope.

3aMeyaHusl MO JaHHOW paboTe CTOUT pa3leiduTh Ha JBE 4YacTH - 3aMeuyaHus IO
O0(OPMIICHHIO U U3JIOKEHUIO PabOTHI, M HAa 3aMeYaHUs 10 (aKTUISCKOW YacTH PabOTHI.

3aMedaHus 110 U3JI0KESHHIO!

1. CrpyxTypa u3noxeHus U pa30MBKa Ha IJ1aBbl BBIIIOJIHEHBI HE COBCEM yaauyHo. B ['naBy
“JIuteparypHblii 0030p” BKJIIOUEHBI MOAPA3/CIbl C ONHUCAHUEM TEXHOJOTUM |
QIITOPUTMOB, IOTUYHO OBUIO ObI MX BEIHECTU B OT/ICIbHBIC TTIABHI.

2. BBegensl 0003Ha4YeHHs, YacTh U3 KOTOPHIX B paboTe HHMKAK HE (UTYPUPYIOT U HE
ucrnones3ytores (ctp. 7).

3. B rnase “Mogens onTuMu3anuu’’ OTCYTCTBYIOT, TM00 HESICHO U3JI0KEHBI MOTHUBBI IS
MPUHUMAaeMbIX perieHui. “HeoOXxoanMo aenaTh BEKTOPU3AIMIO JaHHBIX - MOYeMYy?
UeMm moMoxkeT “KOHBEPTUPOBAHHE JAHHBIX B Ooliee yIOOHBIN ISl B3aMMOICHCTBHS
Bux’?

4. U3 TekcTa He MOHSATHA CyTh MPOU3BEACHHBIX U3MEHEHHH B anroputMme. Hanpumep, B
maBe “Mogens ontummzanuu”: “Kaxngas maTpuila yHIakOBBIBA€TCS B BEKTOPHI

pazMepa B 32 anmeMeHTa” — HE MOSCHEHO KaKUM HMEHHO 00pa3oM Mpou3Be/eHa
yIakoBKa M Y4TO 3TO JOJIKHO /1aTh.
5. HemnonstHOE mcmonb3oBanue TepMuHOB. [Ipumep: — “B sape CUDA Boinensercs 32

noroka”. Snpo CUDA — wucnomHsiemass mporpamma, a TOTOKH JUIsl MCIIOJHEHHS
“BBIIEISAET CaMm MPOLIECCOP.

6. B TekcTe mepmoaMUecKy He XBaTaeT 3aKOHUYCHHOCTH MBICIH B MPEUIOKEHUSIX, YTO
NPUBOAUT K yTBEepKIAeHUsAM Tuna: “OJHAKO TJIABHBIM HEJOCTAaTKOM  €ro
[uncTpymenTa] sBusercs TtoT [dakt], uro oH peanmsoBan it CPU.” wu



“CymectByronue ananoru Ha GPU naroT npupocT Nporu3BOAUTEIBHOCTH B CPETHEM B
2,5 pasa, 4TO HE SIBJISIETCS PEACIIOM .

B menoM cozpaercs BrewariaeHue, 4ro paboTa HamucaHa TOPOILUIMBO. Maio MOSCHEHUH K
U3JI0KEHHOM MH(pOpMalLH, YTO BIMSIET HAa €€ BOCIPUATUE U IOHUMAHUE JIOTUKH.

3ameuaHus MO MPOJIENIaHHOM paboTe:

1. B npomuecce paGoTbl aBTOpOM cO31aHbl 2 mporpammbl ais apxutekTypsl CUDA, B
KOTOPBIX TOCJIEIOBATEILHO MPOUCXOJUT HECKOJIBKO HTEpAIMi JIBYXCTYIEHYATOTO
npolecca MEePeMHOXKECHUSI MaTpHIl, Kylda BXOAUT MapajuIebHOC CYMMHPOBAHHE
aneMeHTOB MaccuBa (Prefix sum). DT onepammu COCTaBIISIOT OCHOBY aJITOPUTMOB
“Forward” u “Forward-Backward”. Ecnu TpeOyroTcss MaTpu4HBIC ONEpaIUH, TOYeMy
HENb3s KCIOJIb30BaTh YK€ TOTOBBIC peaju3alud SYemm u3 ONTHMU3UPOBAHHOU
oubmuoreku NVIDIA cuBLAS?

2. ABTOp myTaeT MOHATHUS ONTHUMH3AIMHU AIrOPUTMA U MEepeHOoca allrOpuTMa Ha APYTYIO
apxuTekTypy. llepeHoc cCylIecTByIOIIEro IMOCIEIOBATEILHOTO AJIrOpUTMa B
apxutektypy CUDA Tpebyer co3maHus CXeMbl paclapajijieIiBaHUus MO JaHHBIM U
HamucaHus coOcTBeHHO koma. [loxg onTuMuzanuelr OOBIYHO TMOJpa3yMeBaeTCs
yCKOpEeHHUe TU00 COKpalieHne TpedyeMbIX pecypcoB rOTOBOTO alTOPUTMa Ha TOM ke
apxutektype. [Ipu 3ToM B 1ensx paboThl OTAEIBHO 3asBIEHBI ONMTUMU3AIMS PAOOTHI
anropurmoB “Forward” u “Forward-Backward”, u co3ganue mapajieibHOM BEpCHH
anroputmoB st CUDA. B pesynbrarax paboTsl Ipo NPOBEACHHYIO ONITUMU3AIIMIO HE
TOBOPHUTCS HUYETO, I03TOMY ONTUMHU3AIINIO, BUAUMO, CTOUT OTHECTH K allTOPUTMAaM Ha
CUDA. B Takom ciydae CTOWJIO cJelaTh CpaBHEHHE BpeMEHH paboThI
ontumusupoBanHoil Bepcun GPGPU ¢ neontummsuposannoit GPGPU.

3. He cnenana omeHka HM KadecTBa IMOJYYMBIIMXCS alrOPUTMOB, HU 3(ddexkTuBHOCTH
WCTIOJTHEHUS TPOTrpaMM Ha rpaduaeckoM nporeccope (4To BaxkHO 1yt oneHKkn GPGPU
anroputmoB). He mpuBeneHsl 3aTparhl pecypcoB rpaduyeckoro mpoieccopa. ITH
3HAYEHHSI MOKHO MOJYYUTbh, IIPOTHAB MPOrpaMMy uepe3 mpoduinpoBinuk NVProf us
naketa pa3padborku CUDA.

W3 nonoXuTenbHBIX MOMEHTOB CTOUT OTMETHUTH JIBa MOMEHTA. BMecTo peanuzanmu
napauieTbHOTO CYMMHUPOBAHUS C TIOMOIIBIO CTAaHAAPTHBIX HHCTPYKIUH, aBTOP BOCIOIB30BAJICS
COBETaMH M0 onTuMu3anuu nporpamm ot nHxenepoB NVIDIA u ucnonbp3oBai OTHOCUTENEHO
HoBbIe HHCTpYyKIuH Shuffle, uto TpebyeT Goee ocHOBATEIBHOTO MOAX0/1a K HAIMCAHUIO
nporpamm GPGPU.

Br160p B kauecTBe 1aTGOpPMBI AJIs peaTu3alii alrOpuTMOB UIMEHHO TpapuiecKoro
nporeccopa BMecto Apyrux anprepHatuB (FPGA u mpounx) roBoput 00 HHTEpece aBTOpa K
MaCCHBHBIM MapauIeIbHBIM BBIYMCIECHUSM. DTO BEIOOP HE CAMOT0 MPOCTOT0 MYTH, B CUITY
MHOT000pa3us apXUTEKTyp rpapuueckux MpoIeccopoB, a TAK)Ke OrpaHNUYECHUI, HaJlaraeMbIX Ha
AITOPUTMBI B MACCUBHO-TIAPAIIJIENIBHBIX apXUTEKTypax.

B nienom 06beM npozienaHHoM paboThl MOKa3ajics HECKOIbKO MEHbIIE CTAaHAAPTHOTO JUIs
BBIIMTYCKHON KBaTH(PUKALMOHHOM pabOThl, OTHAKO 3TO CyOBEeKTUBHOE MHEHHUE. [10 COBOKYITHOCTH
(akTOopoB paboTa 3aciy’KMBAET OLIEHKH “XOopoIno”, a ee aBTop Tapacenko Hukura JMutpueBny
— MPUCYXKJICHUs CTENIeHN OakajaBpa.
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